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Abstract

The National Academy of Science Astronomy and Astrophysics Survey Committee,
in its new decadal survey entitled Astronomy and Astrophysics in the New Millennium,
recommends, as a first priority, the establishment of a National Virtual Observatory.
The NVO would link the archival data sets of space- and ground-based observatories,
the catalogs of multi-wavelength surveys, and the computational resources necessary
to support comparison and cross-correlation among these resources. This White Paper
describes the scientific opportunities and technical challenges of an NVO, and lays out
an implementation strategy aimed at realizing the goals of the NVO in cost-effective
manner. The NVO will depend on inter-agency cooperation, distributed development,
and distributed operations. It will challenge the astronomical community, yet provide
new opportunities for scientific discovery that were unimaginable just a few years ago.



Executive Summary

Technological advances in telescope and instrument design during the last ten years, coupled
with the exponential increase in computer and communications capability, have caused a
dramatic and irreversible change in the character of astronomical research. Large scale
surveys of the sky from space and ground are being initiated at wavelengths from radio to
x-ray, thereby generating vast amounts of high quality irreplaceable data.

The potential for scientific discovery afforded by these new surveys is enormous. Entirely
new and unexpected scientific results of major significance will emerge from the combined use
of the resulting datasets, science that would not be possible from such sets used singly. How-
ever, their large size and complexity require tools and structures to discover the complex
phenomena encoed within them. We propose establishing a National Virtual Obser-
vatory that can meet these needs through the coordination of diverse efforts already in
existence as well as providing focus for the development of capabilities that do not yet exist.
The NVO will act as an enabling and coordinating entity to foster the development of tools,
protocols, and collaborations necessary to realize the full scientific potential of astronomical
databases in the coming decade. When fully implemented, the NVO will serve as an engine
of discovery for astronomy.

The new scientific capabilities that will be enabled by the NVO are essential to realize the
full value of the terabyte and petabyte datasets that are in hand or soon to be created.
Rapid querying of large scale catalogs, establishment of statistical correlations, discovery of
new data patterns and temporal variations, and confrontation with sophisticated numerical
simulations are all avenues for new science that will be made possible through the NVO.
In addition, the NVO and its data archives will require collaborations with the computer
science community, will provide opportunity for collaboration with other disciplines facing
similar challenges, and will be a venue for educational outreach. Three examples of scientific
programs involving Active Galactic Nuclei, the Large Scale Structure of the Universe, and
the structure of our Galaxy illustrate the scientific promise of the NVO. The NVO will be
technology-enabled, but science-driven.

Implementation of the NVO involves significant technical challenges. These include both the
incorporation of existing data archiving efforts in astronomy as well as the development of
new capabilities and structures. Major technical components to the NVO include archives,
metadata standards, a data access layer, query and computing services, and data mining ap-
plications. Development of these capabilities will require close interaction and collaboration
with the information technology community.

The implementation plan for the NVO is defined by four phases, beginning with activities
initiated prior to the establishment of the NVO and leading to the fully operational phase of
the NVO four—five years after its inception. This implementation plan is designed to begin
placement of deliverables and capability to the community at the earliest possible time. This
early functionality is essential to the success of the NVO.



1 Introduction: Winds of Change

For over two hundred years, the usual mode of carrying out astronomical research has been
that of a single astronomer or small group of astronomers performing observations of a small
number of objects. In the past, entire careers have been spent in the acquisition of enough
data to barely enable statistically significant conclusions to be drawn. Moreover, because
observing time with the most powerful facilities is very limited, many astrophysical questions
that require a large amount of data for their resolution simply could not be addressed.

This approach is now undergoing a dramatic and very rapid change. The transformation is
being driven by technological developments over the last decade that are without precedent.
The major areas of change upon which this revolution in astronomy rests are advances in
telescope design and fabrication, the development of large scale detector arrays, the expo-
nential growth of computing capability, and the ever expanding coverage and capacity of
communications networks.

The advances in telescope design and fabrication have made possible the great space based
observatories, opening new vistas in gamma ray, x-ray, optical and infrared astronomy. Ad-
vanced technology has also made possible the establishment of a new generation of large
aperture ground based optical and IR telescopes as well as the design and construction of
single dish and multi element arrays operating at millimeter and centimeter wavelengths. At
optical and infrared wavelengths these advances have been coupled with the development of
extremely sensitive, high resolution detector arrays of ever increasing size, and the ability to
mosaic these arrays has resulted in instruments with fields of view of order 30 arcminutes
and with ~ 10® pixels per image. These technical developments continue to mature, with
more sophisticated and larger aperture telescopes being planned in space and on the ground,
using ever larger and more capable arrays of detectors incorporated into advanced instru-
mentation. Just as Moore’s Law reflects the exponential increase in computing capability
with time, the technological developments in observational astronomy over the last decade
have in effect introduced a Moore’s Law for astronomy as well.

The emergence of more astronomical facilities, on the ground and in space, with larger aper-
tures and more sophisticated instrumentation, will have a critical and inevitable consequence:
an enormously increased flow of data. For example, the current data production rate of HST
is about 5 Gigabytes per day; but a facility recently recommended for construction by the
AASC decadal survey—the Large-Aperture Synoptic Survey Telescope—could produce up
to 10 terabytes per day!

In addition to this increased data rate, the manner in which observations are being made is
also changing. Although the new observatories in space and on the ground still devote a sig-
nificant fraction of their time to research in the “single observer/single program” mode where
small blocks of time are allocated to many specifically targeted research programs, more time
is now being devoted to large scale surveys of the sky, often at multiple wavelengths, that
involve large numbers of collaborators.

These large survey programs will produce coherent blocks of data obtained with uniform
standards, and with the amount of data often measured in terabytes. This paradigm shift
has been made possible not only by the increased capabilities of the new facilities that permit



much faster acquisition of data, but also by the availability of computational hardware and
software that make it possible to acquire, reduce, and archive this data.

A major technological development that will change the character of astronomical research
is the advent of high speed information transfer networks with broad coverage. Although
the rapid transfer of large amounts of data over common networks is currently unacceptably
slow (over 20 days to transfer a 1 terabyte data set), future networks will be much faster.
The availability of these data rates, together with the high efficiency of data acquisition at
both ground and space based facilities, will make possible the efficient transmission of large
amounts of data to many different sites. This technology will also enable access to specific
subsets of data by an extensive user community that prior to this had no readily available
access to these data; the potential scientific yield resulting from this accessibility will be
€normous.

It is clear that all of these technological drivers will result in an unprecedented flow of
astronomical data in the coming years. Moreover, these data sets will be very different, in
that most of them will be in the form of coherent surveys, often at multiple wavelengths,
over significant portions of the sky. Hence they will have a richness and depth that is
unprecedented, and they will present unique opportunities for application to a variety of
scientific programs by a wide range of users. This aspect alone makes the systematic archiving
of these data essential. In addition, the data will be obtained through use of costly state
of the art facilities that will be highly oversubscribed, and this will essentially preclude
repetitions of observations previously made; this also argues for a general archiving of these
data.

The existence of such archives, containing multiwavelength data on hundreds of millions of
objects, will clearly create a demand within the astronomical community for access to the
archives and for the tools necessary to analyze the data they contain. Opportunities for data
mining, for sophisticated pattern recognition, for large scale statistical cross correlations,
and for the discovery of rare objects and temporal variations all become apparent.

In addition, for the first time in the history of astronomy, such data sets will allow mean-
ingful comparisons to be made between sophisticated numerical simulations and statistically
complete multivariate bodies of data. The rapid growth of high speed and widely distributed
networks means that all of these scientific endeavors will be made available to the community
of astronomers throughout the US and in other countries.

These technological developments have converged in the last few years, and they will com-
pletely alter the manner in which most observational astronomy is carried out. These changes
are inevitable and irreversible, and they will have dramatic effects on the sociology of as-
tronomy itself. Moreover, there is a growing awareness, both in this country and abroad,
that the acquisition, organization, analysis and dissemination of scientific data are essential
elements to a continuing robust growth of science and technology. These factors make it
imperative to provide a structure that will enable the most efficient and effective synthesis of
these technological capabilities. Hence there is a need now for an entity such as a National
Virtual Observatory to oversee the rational disposition of the growing body of astronomical
data.



2 The Vision of a National Virtual Observatory

2.1 Structure and Function: Enabling New Science

The NVO is an entity that will enable advances in astronomy and astrophysics previously
unattainable. It will be a key ingredient in establishing a new Age of Discovery in astronomy.
With its conjugation of terabyte data archives, image libraries of millions of objects at
wavelengths from gamma rays to radio frequencies, sophisticated data mining and analysis
tools, access to terascale supercomputing facilities with petabyte storage capacities, and
very high speed connectivity among major astronomical centers, the NVO will be unique. It
will make possible rapid querying of individual terabyte archives by thousands of researchers,
enable visualization of multivariate patterns embedded in large catalog and image databases,
enhance discovery of complex patterns or rare phenomena, encourage real time collaborations
among multiple research groups, and allow large statistical studies that will for the first
time permit confrontation between databases and sophisticated numerical simulations. It
will facilitate our understanding of many of the astrophysical processes that determine the
evolution of the Universe. It will enable new science, better science, and more cost effective
science. The NVO will act as a coordinating and enabling entity to foster the development
of tools, protocols, and collaborations necessary to realize the full scientific potential of
astronomical databases in the coming decade. It will be an engine of discovery for astronomy.

To accomplish this, the NVO will first and foremost be built as a science driven, community
effort with a major fraction of the funding disbursed via a peer review process. This would be
accomplished through regular announcements of opportunity for both software projects that
develop NVO infrastructure and for science activities that utilize the NVO. More specifically,
NVO activities to fulfill its role would include:

e Establishment of a common systems approach to data pipelining, archiving and re-
trieval that will ensure easy access by a large and diverse community of users and that
will minimize costs and times to completion;

e Enabling the distributed development of a suite of commonly usable new software tools
to make possible the querying, correlation, visualization and statistical comparisons
described above;

e Coordinating the establishment of high speed data transfer networks that are essential
to providing the connectivity among archives, terascale computing facilities, and the
widespread community of users;

e Facilitating productive collaborations among astronomy centers and major academic
institutions, both national and international, in order to maximize productivity and
minimize infrastructure costs;

e Ensuring communication and possible collaborations with scientists in other disciplines
facing similar problems, and with the private sector;



e Maintaining a continuing program of public and educational outreach that capitalizes
upon the unique resources, in both data and software, of the NVO to provide a unique
window into astronomy and scientific methodology.

2.2 Design Philosophies

The NVO will be a unique entity, primarily because its operation will be distributed and
will be based upon rapidly developing technologies in communication and computer science.
In order to ensure its continuing vitality, the NVO must embrace several major themes.

e The NVO must be evolutionary. From its inception, this evolutionary nature and
will enable the NVO to respond quickly to changing technical and scientific opportu-
nities and community requirements. Because of the continuing evolution in technical
capabilities, this evolutionary nature will be an integral part of the NVO throughout
its existence. An immediate consequence of this agility is the need for a management
structure that both manages the distributed development efforts of the NVO and that
moves quickly to exploit new possibilities. Management and oversight must be effec-
tive, efficient, visionary, and accountable to the community, yet minimize overhead and
inertia.

e The NVO must be distributed in nature. Significant amounts of expertise are already
in place at existing centers, and full advantage will be taken of this from the outset. In
addition, the most economical and effective progress toward the goals of the NVO may
well be realized in its operational phase through a distributed approach. This would
entail location at existing centers and at future data centers those key areas of NVO
functions that are most effectively carried out at those centers.

e The NVO must be integrated. Complementary to its distributed structure will be
an enduring theme of integration as the NVO evolves. In order for the NVO to be
most effective in facilitating scientific advances, the information technology functions
must be integrated over all wavelengths and over space based and ground based facil-
ities. In addition, integration with developments in computer science and information
technology will be an essential element of the NVO.

e The NVO must provide outreach. The vast datasets and the accompanying analysis
tools that will be available through the NVO provide an opportunity for educational
and public outreach on a level that has not been possible in the past. An active
outreach program that takes full advantage of the educational potential of the NVO
resources must be implemented at all stages of the NVO development.

e The NVO must be globally oriented. A continuing aspect of the NVO will be its
international links to similar efforts in other countries. Though it will not initially be
an international collaboration itself, it is clear that the NVO must maintain communi-
cation, and collaborations when appropriate, at all levels with these other activities. It
seems inevitable that NVO engendered activities will become a worldwide phenomenon.



e The NVO must provide a path to the future. The vision of NVO described here is
primarily that of a catalytic and enabling entity, with minimal structure and enormous
connectivity. A direct product of this will be the enhancement of scientific productivity
in astronomy to new levels. However, a larger and perhaps more enduring legacy of
the NVO will be its role in the establishment of an astronomy information infras-
tructure within the US and throughout the world. The growth of this infrastructure,
expedited by the NVO, will provide unprecedented new vistas and opportunities for
astronomical research in the future.

3 The Scientific Case for the NVO

As we look ahead, the astronomical community stands poised to take advantage of the
breathtaking advances in computational speed, storage media and detector technology in
two ways: (1) by carrying out new generation surveys spanning a wide range of wavelengths
and optimized to exploit these advances fully; and (2) by developing the software tools to
enable discovery of new patterns in the multi-terabyte (and later petabyte) databases that
represent the legacies of these surveys. In combination, new generation surveys and software
tools can provide the basis for enabling science of a qualitatively different nature.

Moreover, the inherent richness of these databases promises scientific returns reaching far
beyond the primary objectives of the survey: for example, repeated imaging surveys aimed at
developing a census of Kuiper Belt objects can provide the basis for discovering supernovae
at z > 1. Indeed, the multiplier effects of survey databases are enormous as exemplified by
the world-wide explosion of research ignited by the Hubble Deep Field.

We now have the tools to carry out surveys over nearly the entire electromagnetic spectrum
on a variety of spatial scales and over multiple epochs, all with well-defined selection cri-
teria and well-understood limits. The ability to create panchromatic images, and in some
cases digital movies of the universe, provide unprecedented opportunities for discovering new
phenomena and patterns that can fundamentally alter our understanding. In the past, a
panchromatic view of the same region of sky at optical and radio wavelengths led to the
discovery of quasars. The availability of infrared data led to the discovery of obscured active
galactic nuclei and star-forming regions unsuspected from visible images. Repeated images
of the sky have led to the discovery of transient phenomena—supernovae, and more recently,
micro-lensing events—as well as deeper understanding of synoptic phenomena. The join-
ing together of various large scale digital surveys will make possible new explorations of
parameter space, such as the low surface brightness universe at all wavelengths.

The challenges of discovering new patterns and phenomena in huge astronomical databases
find parallels in the medical, biological and earth sciences. For example, the size of the
human genome is roughly 3 GB, while a digital all sky survey will be about 10 TB in size.
The development of tools and techniques to handle astronomical datasets of this size will
clearly have to call upon new developments in computer science and will, when developed,
have applications to fields outside astronomy. In all cases, the full power of these databases
cannot be tapped without the development of new tools and new institutional structures



that can consolidate disparate databases and catalogs, enable access to them, and place
analysis tools in the hands of a broad community of imaginative scientists. It is this vision
that motivates the creation of the NVO.

The major capabilities of the NVO that need to be established in order to enable its scientific
goals include the ability to:

o Federate existing large databases at multiple wavelengths and create tools to query
them in both the catalog and the pixel domain;

e Develop universal standards for archiving future large databases;

e Provide a framework for incorporating new databases, thus minimizing the cost of new
surveys and experiments and maximizing their scientific return;

e Develop analysis tools for discovery in catalog datasets and for statistical analysis of
resulting joint datasets;

e Develop tools for object classification in the image datasets;
e Develop tools for visualization in both catalog and image databases;

e Develop new approaches to querying image databases and for image analysis and pat-
tern recognition;

e Incorporate the results of sophisticated numerical simulations and develop a statistical
“toolbox” for confronting these simulations with data; and

e Link with existing and future digital libraries and journals.

All of the above are possible, and all are qualitatively different from what we now do because
of size, dimensionality, and complexity. Over time, the NVO can evolve to carry out all these
functions. However, while enabled by technology, the NVO is not driven by technology.
Instead, its structure and evolution are fundamentally driven by science and the needs of
the scientific community. A major tool for guiding decisions about developing an NVO
capability and the pace of implementing these capabilities will be that of a community-
developed “Science Reference Mission” (SRM) for NVO. We envision a structured process
to develop the SRM for NVO comprising:

e A broad community discussion at a workshop to be held in Pasadena during 13-16
June, 2000;

e Discussion among multiple community working groups identified at the Pasadena work-
shop and charged with developing:

1. The details of a major scientific program enabled by the technical possibilities
outlined above;



2. An explanation of the scientific merit of the program as well as a discussion of
the difficulty of accomplishing the same result without the NVO;

3. An understanding of the flowdown from the needs of the science program to
archive, archive access, and software tool requirements; and

4. Prioritization of requirements.

e A meeting among the chairs of the community working groups and the interim NVO
steering committee to combine the input from the working groups into a coherent SRM,
complete with a science-to-requirements flowdown for NVO.

In preparation for this process, we have developed a few examples of science programs that
give both a sense of the possibilities for discovery enabled by the NVO and of the initial
basis for defining a framework and cadence for their implementation. We caution that these
examples are as yet incomplete, and that they will require substantial community effort and
input to convincingly demonstrate the potential power of the NVO and its required functions.
In the material presented here, we emphasize the flowdown from science to capabilities
because we believe that this step is necessary to understand how a complete description of
the NVO will be obtained.

Example #1: A Panchromatic Census of Active Galactic Nuclei (AGN)

Background: An understanding of the nature and characteristics of AGN is important both
because their luminosities make them visible to large cosmological distances, and because
they represent a fundamental stage in the evolution of galaxies. Observationally, AGN are
distinguishable from stars in that their spectral energy distributions are much broader than
black-body functions. However, redshift, variability, (possibly large) obscuration, and a
range of intrinsic spectral shapes and characteristics result in a great range of “colors” over
wavelength ranges from x-ray to radio.

Scientific Goals: This project aims to construct a complete sample of AGN in order to:

e Test the idea that observable properties are determined by extrinsic factors such as
orientation or obscuration (so-called unification models).

e Compare the environments of AGN as a function of type, e.g., radio properties vs.
membership in clusters of galaxies.

e Understand the evolution of the AGN luminosity function, and, in particular, separate
number evolution from luminosity evolution.

e Construct the AGN luminosity function for different wavelengths in order to under-
stand the evolution of AGN properties in a statistical sense.

Qutline of the Project:



1. Federate a number (N) of surveys covering the same (significant) area on the sky, and
together, spanning a large wavelength range (x-ray through radio).

2. Include metadata information so that survey selection effects and constraints can be
accounted for. Relevant metadata will include survey area, bandpasses, flux limits,
etc.

3. Identify distinguishable “clouds” of objects in N-dimensional color space in the result-
ing joint dataset.

4. Apply a priori astronomical knowledge (e.g., published catalogs, theoretical models)
to understand population of these “clouds”.

5. Identify AGN candidates in the joint dataset. Note that confirmation may require
new observations the process might be carried out as a statistical one, resulting in a
probability that any particular object is an AGN.

6. Use catalog properties and/or further measurements from image databases to address
science questions.

NVO Functionality required:

e Federation of relevant surveys including cross-identification of objects in multi-wavelength
surveys and interchange/merging of metadata.

e Cluster analysis to identify “clouds” and “sequences”. This will include both supervised
analysis (in which astronomical knowledge guides the definition and analysis) and
unsupervised analysis (in which new patterns are recognized).

e Visualization of multi-dimensional datasets.

e Statistical analysis/classification of the populations of defined regions in the multi-
dimensional parameter space.

Example #2: Formation and Evolution of Large-Scale Structure

Background: Clusters of galaxies represent the largest unambiguous mass concentrations
known. Various models of the early evolution of the universe make different predictions for
how clusters form and evolve. These models can be tested by comparing their predictions
with observed mass and luminosity functions of clusters.

Scientific Goals: This project aims to construct an unbiased sample of clusters of galaxies
over a cosmologically significant redshift range in order to test various structure formation
and evolution models by comparison with evolution of the observed mass and luminosity
functions with redshift. In addition, the sample can be used to study the morphology-density
relation for galaxies and its evolution over interesting timescales.

QOutline of the Project:

10



1. Create statistical cluster samples using multi-wavelength pixel data in a number of
different ways:

X-ray surveys: identify cluster signature from emission of hot gas in image data.

Optical /IR surveys: convolution of image data with kernel designed to select clus-
ters.

Millimeter surveys: identify clusters from variation in CMB temperature caused by
the Sunyaev-Zel’dovich effect.

Radio surveys: identify clusters based on presence of radio source morphologies in-
dicative of cluster environment.

2. Compare the results of different selection techniques. Quantify the selection effects as
functions of cluster mass, density, redshift, etc.

3. Use various distance indicators or redshift estimators to supplement measured proper-
ties of clusters.

Required NVO Functionality:

e Operate on large quantities of imaging data with user-defined algorithms and tools.

e Construct simulated surveys to understand selection effects; test user-defined tools on
simulations.

e Generate predictions of observed sample properties based on various theories. Compare
with observed samples.

Example #3: The Digital Galaxy

Background: The Galaxy is composed of a number of structural elements: halo, thin disk,
thick disk, bulge, spiral arms. Each of these is characterized by populations of stars that
have correlated distributions in age, mass, chemical composition, and orbit (position and
kinematics), as well as distributions of non- stellar material such as gas and dust. These
are the fossil tracers of the formation processes. A complete understanding of these, in a
global context, has never been possible because of the difficulty of studying samples of the
size needed to disentangle all the variables simultaneously.

Scientific Goals: This project aims to construct very large samples of galactic stars together
with as much information about the physical properties of each object as can be derived.
These datasets, together with maps of non-stellar components of the Galaxy, will be used
to:

e Generate a parameterized model of the Galaxy, including positional and kinematic
information.
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e Confront this model with models for the structure of the Galaxy, based on various
formation processes.

e In particular, search for co-moving groups that are representative of merger events or
tidal debris tails.

Outline of the Project:

1. Federate various optical and IR surveys to generate matched catalogs of stars.

2. Use positions, magnitudes, and colors to construct three-dimensional stellar distribu-
tions. This will require using colors to derive luminosity classes and estimate extinction.

3. Quantify dust distribution and obscuration using FIR, H I, and CO images.
4. Tterate with 2) until consistent.
5. Identify bulk flows and sites of star formation using IR and radio images.

6. Use proper motion surveys (and radial velocity information, when available) to deduce
motions of subsets of stars.

7. Use multi-epoch imaging to find variables. Use these to provide a distance check.
Required NVO Functionality:

e Federation of multi-wavelength and multi-epoch catalog data.
e Operation on large quantities of image data with user-defined tools.
e Visualization tools for large multi-dimensional datasets.

e Statistical tools to analyze components and find coherent groups of objects.

We emphasize again that these projects are meant to be illustrative of the kind of science,
previously very difficult, that could be accomplished using capabilities that we foresee for
the NVO. As the NVO comes into being, it is clear that more highly defined and diverse sets
of projects will be developed as a result of community input and discussion.

4 Technical Issues

4.1 Overview

In assessing the current state of North American astronomy, the following resources are
already in place to support the emerging NVO:
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e Data Centers and Supercomputer Centers. Some tens of Terabytes of data products
(catalogs, images, and spectra) already exist for various space missions, public tele-
scopes, and surveys; this will expand to a Petabyte or more of data by the end of
the decade. Archive and data analysis capabilities exist at the major NASA centers
(STScl, IPAC, HEASARC, and CXC) and at the CADC (Canada); many smaller or
more focused archives exist as well. Supercomputer centers such as the SDSC and
NCSA are available for addressing large scale computational problems. A high perfor-
mance national networking infrastructure is already in place.

o Astronomical Information Services. Information services such as the ADS, NED, and
SIMBAD exist for name resolution and cross-referencing of galactic and extragalac-
tic objects, and are providing increasingly sophisticated levels of interlinking between
bibliographic information, the refereed and preprint literature, and the archival data
centers.

e Data Analysis Software. Various software packages such as AIPS, AIPS++, IRAF,
IDL, FTOOLS, SkyView, etc., exist for the general analysis of astronomical data.
The development of sophisticated software for large scale data mining is still in its
infancy, although new initiatives such as the NPACI-sponsored Digital Sky and the
IPAC Infrared Science Archive are showing the potential of such facilities and have
prototyped the technology required to correlate and mine such data archives.

Although these resources are significant, anyone who has tried to perform multiwavelength
data analysis or large scale statistical studies combining several different catalogs, with the
data involved being available from widely distributed and dissimilar archives, will appreci-
ate how far we have to go to implement the vision of the NVO. Ground-based O/IR and
radio data need to be pipeline-processed and archived routinely as space-based data are
now. Standards and protocols need to be developed to allow widely distributed archives
to interoperate and exchange data. Astronomical data analysis software needs to evolve to
be able to access data in distributed multiwavelength archives as easily as local datasets
are accessed now. New algorithms, applications, and toolkits need to be developed to mine
multi-Terabyte data archives. Supercomputer-class computational systems need to be de-
veloped to enable large scale statistical studies of massive, multiwavelength distributed data
archives. The data, software, and computational resources need to be interconnected at the
highest available network bandwidths.

4.1.1 Data Archives

Any consideration of the science to be performed by the NVO, or the technical issues in-
volved in implementing the NVO, must start with the data. Although the data from most
NASA missions have been routinely archived for over a decade, relatively little data from
ground based telescopes is currently available online, other than for a few major surveys.
With modern wide-field and multispectra instruments on ground-based telescopes producing
ever larger quantities of data, and with ground-based survey projects becoming almost as
common as classical observing, there is an acute need to archive and publish high quality
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datasets from ground-based instruments and surveys. The science promised by the NVO will
not be possible unless the NVO succeeds in creating true, panchromatic images and cata-
logs, seamlessly integrating data from both ground- and space-based archives, and thereby
enabling exploration of astrophysical phenomena over most of the electromagnetic spectrum.

Experience over the past decade has shown that astronomical archives are complex and
diverse, never stop growing, and are best maintained by those close to the data who know
it well. In practice this has meant that most data are put online either by individual large
survey projects, e.g., the 2-Micron All-Sky Survey (2MASS) or the Sloan Digital Sky Survey
(SDSS), or by discipline specific archive centers which serve a given community. To address
the need to move to large scale archiving of ground-based astronomical data, archiving
facilities will need to be established at the national centers (NOAO, NRAO, NSO, NAIC),
and partnerships will need to be formed with the major private and university-operated
facilities. The major national data centers for ground- and space-based data will comprise
the principle nodes of the distributed NVO data system in the U.S.

4.1.2 Technical Challenges

Given archival quality data from all branches of astronomy, physically distributed at 10-20
major archive centers and any number of ancillary datasets together with a distributed com-
munity of thousands of scientific users, one can define what new software and services will
be required to implement the NVO. Analysis of the data will be complex, due to the hetero-
geneous nature of datasets from the different branches of astronomy and due to the use of
increasingly complex data structures (within the general framework of the FITS data format
standard) to accommodate the increasing levels of sophistication of modern astronomical
instrumentation.

The sheer scale of the problem is daunting, with catalog sizes approaching the Terabyte
range and the total data volume in the Petabyte range. However, an even more serious chal-
lenge comes from the complexity of these datasets, with tens or hundreds of attributes being
measureed for each of ten million or more objects. This is a crucial new aspect to the data
mining issue, and multivariate correlation of such large catalogs is a massive computational
problem. If pixel level analysis of candidate objects is required the computational problem
can be even more massive. It is important to recognize that current brute-force analysis
techniques do not scale to problems of this size! Multidisciplinary research in areas such as
metadata representation and handling, large scale statistical analysis and correlations, and
distributed parallel computational techniques will be required to address the unprecedented
data access and computational problems faced by the NVO.

Fortunately, astronomy is not alone in facing this problem. The technological challenges for
the NVO are similar to those facing other branches of science, such as high energy physics,
computational genomics, global climate studies, and oceanography. Research and devel-
opment of information systems technology is already underway in areas such as statistical
analysis and data mining of large archives, distributed computational grids, data intensive
grid computing (data grids), and management of structured digital information (digital li-
braries). Much of this research is relevant to the problems faced by the NVO. Information
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technology and data management throughout the sciences will both advance, and be ad-
vanced by, the NVO.

The large dataset size and geographic distribution of users and resources also presents major
challenges in connectivity. Next generation networking providing cross-continental band-
widths of 100 MB/sec is now available and currently underutilized, but this situation will
change rapidly. It will be essential for the major NVO data centers to be interconnected
with very high speed networks, and to utilize intelligent server-side software agents in order
to make the most efficient use of the network when interacting with end-users.

4.2 Architecture

The technical challenge of implementing the NVO is a study in contrasts. While data will
be widely distributed, the large studies at the cutting edge of the science to be enabled by
the NVO will need massive computational resources and fast local access to data. While
sophisticated metadata standards and access protocols will be required to link together
distributed archives and network services, the effort required to interface a small archive
to the NVO must be minimized to encourage publication of new data collections by the
community. While data collections and compute services will be widely distributed, users
will need a straightforward interface to the system which makes the location and storage
representation of data and services as transparent as possible.

To meet this wide range of requirements, the NVO needs a distributed system architecture
that provides uniform and efficient access to data and services irrespective of location or
implementation. Data archives are assumed to already exist and will vary considerably in
implementation and access policy. Metadata standards will be devised to provide a well
de ned means to describe archives, data collections, and services. data access a er will
provide a single uniform interface to all data and services, and will be used both to link
archives and services within the framework of NVO, and to allow user applications to access
NVO resources. er andc te services will provide the tools for information discovery
and large scale correlation and analysis of disparate datasets. Data inin a icati ns,
running on a user workstation at their home institution, as applets within a Web browser,
or at a major NVO data center, will provide the main user interface to enable science with
the NVO.

4, et

ata archives store datasets e.g., catalogs, images, and spectra organized into logically
related data ¢ ecti ns, as well as  etadata describing the archive and its data holdings.

ccess is provided in various ways such as via a structured Web interface, via a standard

le-oriented interface such as T , or via other access protocols which may vary from archive
to archive.
























